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 BP8K0 and BP16K0 created automatically for 
new catalog tablespaces 
◦ Monitor for Adequacy 

 DSNC is 1000 and 500 pages respectively 



 RUNSTATS run in DSNC 

 REBINDS accomplished in DSNC 

 Path Checker runs on high priority programs 
run in DSNC and additional runs scheduled 

 Additional Path Checker runs to be done 

 Batch schedule to be run in DSNC 

 Rigorous review of access paths to ensure 
there are no surprises! 

 Need good user feedback to ensure success! 

 



 Bufferpool Tool collections used to capture 
peak online day and nightly batch activity 

 Simulations run to determine benefits of 
larger bufferpools 

 Data collected indicates significant 
processing delays due to wait for IO 

 Simulations and analysis indicated good 
improvement can be obtained by increasing 
size of BP3, BP4 and BP5 

 Workarounds required to enable bufferpools 
to be increased 

 



 Current amount of real memory will not 
enable exploitation of 64-bit DB2 capability 
◦ Current amount of real memory allocated to MVSP 

is 5GB 

 Current bufferpool real memory usage for 
DSNP and DSNQ is ~ 3.3GB 

 Additional bufferpool increases would cause 
paging which would adversely affect 
performance of system as a whole 

 

 



 Workarounds  

 Short-term possibilities: 
◦ Reduce bufferpool sizes in DSNQ and use for DSNP 

◦ Will not enable full-sizing of increases in DSNP 

 Long-term solution 
◦ Acquire additional real memory for current 

hardware 

◦ Recommend minimum of 8GB 

 

 

 



 As each additional subsystem is migrated to 
NFM, do the following: 
◦ RUNSTATS 

◦ REBINDS 

◦ TEST and VERIFY ACCESS PATHS 

 Good feedback from developers required 

 All applications must be tested 

 DBAs use path checker, Insight, Detector to 
identify and analyze  



 Backward Index Scan 
◦ Performance improvement through elimination of 

sort 

◦ Make sure no increase in deadlocks 

 Volatile tables 
◦ Can “force” index access for permanent but 

“temporary” tables 

 NOT PADDED Indexes 
◦ NOT PADDED allows new functionality and index-

only access, indexes not converted during 
migration 

 

 



 Table-controlled  partitioning 
◦ DPSIs could cause each index part to be probed if 

there isn’t a suitable partitioned index with the 
column predicate  

◦ Queries need to reference columns of the 
partitioning index to enable partition 

 Only implement table-controlled partitioning 
after testing SQL that goes against the former 
“index-partitioned” table 

 Be aware of ways to covert to table-controlled 
◦ Drop partitioning index 

◦ Create a DPSI and drop it 

 



 Access path changes due to previously 
incompatible data types now becoming Stage 
1 and indexable 
◦ Generally would improve performance but there 

could be exception 

 

 


